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ABSTRACT: Molecular dynamics (MD) simulations are essential for understanding
molecular phenomena at the atomic level, with their accuracy largely dependent on both
the employed force field and sampling. Polarizable force fields, which incorporate atomic
polarization effects, represent a significant advancement in simulation technology. The
polarizable Gaussian multipole (pGM) model has been noted for its accurate reproduction of
ab initio electrostatic interactions. In this study, we document our effort to enhance the
computational efficiency and scalability of the pGM simulations within the AMBER framework
using MPI (message passing interface). Performance evaluations reveal that our MPI-based
pGM model significantly reduces runtime and scales effectively while maintaining
computational accuracy. Additionally, we investigated the stability and reliability of the MPI
implementation under the NVE simulation ensemble. Optimal Ewald and induction
parameters for the pGM model are also explored, and its statistical properties are assessed
under various simulation ensembles. Our findings demonstrate that the MPI-implementation
maintains enhanced stability and robustness during extended simulation times. We further evaluated the model performance under
both NVT (constant number, volume, and temperature) and NPT (constant number, pressure, and temperature) ensembles and
assessed the effects of varying timesteps and convergence tolerance on induced dipole calculations. The lessons learned from these
exercises are expected to help the users to make informed decisions on simulation setup. The improved performance under these
ensembles enables the study of larger molecular systems, thereby expanding the applicability of the pGM model in detailed MD
simulations.

1. INTRODUCTION
Polarizable force fields have emerged as indispensable tools for
computer-aided molecular modeling, playing pivotal roles in
the analyses of both biomolecular and materials systems.
Primarily due to the lack of the nonlinear induction term, the
traditional additive force fields, while effective for general
purposes, often fall short in accurately modeling electronic
polarization effects.1−3 In contrast, polarizable force fields
dynamically adjust to simulate electronic responses to
molecular environments, capturing interactions between
charges, induced dipoles, and higher order moments like
quadrupoles. This dynamic modeling yields a representation of
the electronic effect that more closely mirrors quantum
mechanical calculations.
Several strategies have been developed to implement

polarization within force fields. These include Drude
oscillators,4,5 which simulate polarization through spring-
connected dummy particles; fluctuating charge models,6

where the charges on atoms change depending on their
environment; induced dipole methods7−11 that calculate the
dipole moment induced by the local electric field; and
continuum dielectric approaches12,13 that treat the solvent
implicitly as a continuous polarizable medium. The AMOEBA
force field represents a sophisticated implementation of the
Thole-style14 induced dipole approach, combining permanent

atomic multipoles, up to atomic quadrupoles, with induced
dipoles, and its efficient implementation in Tinker-HP has
demonstrated strong performance on modern computing
architectures.15,16 Another approach is the Gaussian electro-
static model (GEM), which uses density fitting and Hermite
Gaussian auxiliary basis sets to represent atomic electron
densities and extend to higher angular momenta (multi-
poles).17−19 Recent developments in PME methods for
Gaussian integral evaluation have improved its efficiency,
enabling parallel implementations that scale effectively up to
hundreds of CPUs. The GEM model has been implemented in
AMBERTOOLS, with the new GEM water model demonstrat-
ing scalability and accuracy against both QM level data and
experimental measurements.20−22

Building upon the advances in Gaussian-based methods, the
polarizable Gaussian Multipole (pGM) model represents a
significant innovation.11,23 The key advantage of pGM is its
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ability to integrate all electrostatic terms in a coherent manner,
including all short-range and long-range terms, bonded and
nonbonded terms. Given that the induction energy is a
nonlinear term, such capability can be critical for accurate
modeling of the induction terms that play pivotal roles in
facilitating transferability across different electrostatic and
solvation environments. It utilizes induced dipoles and
incorporates Gaussian-shaped multipoles including charge
and dipole to accurately model intra- and intermolecular
electrostatic interactions. The use of Gaussian distributions for
multipoles provides a smooth and continuous representation of
the electrostatic potential, which is particularly advantageous
for simulating complex molecular interactions. Moreover,
Gaussian functions inherently account for charge penetration
effects, eliminating the need for additional corrective terms.24

The coherent representation of all monopoles and multipoles
using Gaussian-shaped functions allows “screening” of all
short-range terms, including charge−charge, charge-multipole
and multipole−multipole terms, and effectively circumvents
the “polarization catastrophe” that can occur with point-
induced dipole models, where the polarization response can
become unphysically large when atoms form close con-
tacts.25,26 In addition, the coherent treatment of the intra-
and intermolecular electrostatic interactions in pGM can
facilitate seamless integration with quantum mechanical
calculations.
The pGM model has been developed through a series of

work in recent years.11,27−34 Including the initial formulation,
improved formulation together with corresponding Particle
Mesh Ewald (PME) algorithm, charge and dipole fitting
methods with PyRESP and PCMRESP. In addition, the pGM
model has been optimized in algorithm, making it a solid and
fast model that captures correct energy functional and has
demonstrated stability under NVE (constant number, volume,
and energy) ensemble simulations.
Given the above developments and building upon previous

successful parallel implementations of Gaussian-based force
fields,20 the need for more efficient parallel implementation of
pGM becomes apparent as we utilize extensive simulations to
optimize parameters and evaluate the force field’s performance
under various conditions. While other Gaussian-based
approaches have demonstrated successful parallelization,
pGM’s distinct functional form necessitates a specialized
implementation to handle its unique requirements for higher
moments and self-consistent iteration calculations. Previous
studies employing the pGM model in 1 ns simulations under
the NVE ensemble have successfully demonstrated energy
convergence, suggesting the model’s stability and reliability.
Nonetheless, to comprehensively assess the force field’s
effectiveness and robustness, longer simulations across differ-
ent simulation ensembles are imperative. Developing an MPI
(message passing interface) parallelized version of the pGM
model is therefore essential to enable the execution of these
extensive simulations, paving the way for more detailed and
extensive exploration of biomolecular and material systems. In
addition, our next step of development is to implement the
pGM method to GPU platforms. Since AMBER pmemd
program has been successfully optimized on CUDA and other
GPU platforms, our plan is to start from these programs.
In a typical molecular dynamics (MD) engine, the use of

MPI parallelization can be primarily categorized into two
broad strategies: atom-based and spatial-based decomposition,
each tailored for different types of interactions within the

simulation.35 In the atom-based decomposition each processor
is assigned a specific subset of atoms. This approach is
particularly effective for calculating short-range and bonding
interactions because it allows each processor to focus on a
localized group of atoms. Although this method enables
efficient computation of local interactions and is simpler to
implement, it requires intensive all-to-all communication. This
communication pattern, where each processor needs to share
information with every other processor, can become a
significant bottleneck, especially as the number of processors
increases. The communication overhead of this method is
largely influenced by the dynamic nature of molecular
interactions, where atom neighborhoods can frequently
change, necessitating constant updates across processors.
On the other hand, the second strategy, spatial decom-

position, is especially beneficial for managing long-range
interactions, which are crucial in simulations that employ the
PME algorithm.36−38 The PME algorithm operates by
calculating forces in both real and reciprocal spaces, the latter
often using a mesh-based approach facilitated by fast Fourier
transforms (FFT). Depending on the FFT implementation, the
reciprocal space calculations can be divided into slabs or
blocks, each managed by different processors. This spatial
division not only helps in localizing the data processing to
specific regions but also significantly reduces the communica-
tion overhead by limiting the data exchange of the 3D FFT/
inverse FFT to neighboring processors only.15,39

In our prior study, we developed the PME implementation
for the pGM model,11 which is distinguished by its needs for
handling higher moments and self-consistent iteration to
calculate induction effects. The induced dipole of each atom is
determined through the interactions with the permanent
moments and other induced dipoles, a process that leverages
error functions and Gaussian functions to describe the energy
interactions. This implementation comprises three main
components: direct summation, reciprocal summation, and
correction for self-interactions. The direct summation is
handled within a defined cutoff distance and involves
calculating the gradient of the error function, aligning this
process closely with traditional force field approaches. The
reciprocal summation introduces a deviation from standard
PME methods, incorporating a phase vector to adjust the
energy functional. This adjustment requires adding specific
factors to accommodate the grid charge and dipole distribution
during each iteration of the induction process.
The complexity of the pGM model, especially due to the

requirement for recalculating PME in every induction iteration,
increases the communication overhead in the MPI environ-
ment. This aspect, alongside the implications of such
communication demands, is further elaborated in the method-
ology section below. With the parallelization of the code, our
numerical method and Ewald settings may differ from those
used in the serial settings. In this study, we will also explore
how communication between threads affects these numerical
algorithms and performance of the model and provide optimal
configurations for simulations.
Following the implementation of the MPI version of the

pGM PME code, it is imperative to thoroughly evaluate the
stability and precision of the model across various simulation
ensembles. This evaluation is crucial not only for verifying the
integrity of the MPI implementation but also for ensuring that
the pGM model accurately mirrors real-world physical
behaviors under different controlled conditions. In this study,
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we carefully analyze the performance of the pGM model under
NVT (constant number, volume, and temperature) and NPT
(constant number, pressure, and temperature) ensembles,
closely monitoring temperature, potential energy, and density.
For each ensemble, crucial metrics such as temperature
equilibration and energy stability are scrutinized to assess the
robustness of the pGM implementation.
Finally, this series of simulations includes tests specifically

designed to assess the impact of convergence tolerance on
induced dipole calculations and the effects of varying time step
sizes. These tests are crucial for optimizing the model’s
computational efficiency without sacrificing the accuracy of the
results. For example, by implementing a relaxed convergence
criterion, we aim to significantly reduce the computational
overhead while maintaining a high level of accuracy, especially
in long-time scale simulations where dipole convergence might
otherwise become a bottleneck. Additionally, our analysis on
time step variations provides critical insights into the model’s
performance with an increased time step.
Through these focused tests, we aim to establish a

comprehensive understanding of the computational reliability
and efficiency of the pGM model, ensuring it is suited for both
academic research and practical applications in fields like
chemistry, biochemistry, and material sciences.

2. METHODS
2.1. MPI Parallelization of pGM Model. Integrating MPI

parallelization into the molecular dynamics engine of SANDER
within AMBERTOOLS suite of programs for the pGM model
involved careful structuring of data communications and
parallelization of nonbonded interactions. Figure 1 illustrates

the workflow of the pGM model. The process begins with the
master thread reading the corresponding parameters from the
topology file and broadcasting them to all threads using
MPI_BCAST. Because the permanent multipoles are ex-
pressed as covalent bond vectors, although the magnitude does
not change in simulation, their directions do change. Thus,
each thread, transforms the multipoles of the locally held
atoms from the local framework to the global framework at
every time step of integration following atomic coordinates
updates and communicates these transformations using
MPI_GATHER. Subsequently, the permanent charges and

dipoles are used to calculate the permanent field, which is
communicated across threads.
Next, the master thread initiates the evaluation of the

induced dipole, starting with the formation of an initial guess
for the induced dipole. This is followed by calculating the
dipole−dipole interaction, updating the search direction,
proposing a new induced dipole, and checking for
convergence. If convergence is achieved, the program proceeds
to calculate the force and virial based on the total field. If not, it
returns to the self-iteration loop to update the induced dipole
until convergence is reached.
Different from our implementation in SANDER, PMEMD

has a more mature system to optimize the code and
parallelization. Essentially, we avoid using the group-to-group
communications in the MPI library, but instead use the peer-
to-peer communications. In this scheme, each processing
element (PE) retains a set of lists of atomic information that
need to be obtained from host PEs to perform the
computations as well as a set of lists of partial calculated
results that need to be sent to the host PEs. The information
exchange takes place in an asynchronous manner via
MPI_IRECV(), MPI_ISEND(), and MPI_WAITANY().
It is worth noting that the field calculation and dipole−

dipole interaction part, a matrix (dipole−dipole interaction
tensor)-vector (field) multiplication, were segmented into
three primary components: the direct, reciprocal, and self-
correction parts. As shown in Figure 2, the direct part and self-

correction part are based on atom decomposition, with some
variations in strategy. For the direct part, since calculations are
done for each pair of atoms, the decomposition is based on the
cell list. Here, each thread tracks assigned cells and processes
the atoms within them. In contrast, tasks like self-correction
part and others using atom decomposition, such as local-to-
global coordinate transformation, are managed by an atom list.
Each thread maintains a local atom list to track which atoms it
needs to process.
For the reciprocal part, the procedure involves first

distributing the charges and dipoles onto a grid, followed by
a backward FFT to convert the grid charge and grid dipole to
the reciprocal space. For dipole−dipole interaction, the matrix-
vector multiplication is simplified as a convolution operation,
followed by a forward FFT to convert back to real space. The
partitioning for the reciprocal part is based on spatial
decomposition, where in SANDER the slab decomposition
was implemented and in PMEMD the block decomposition

Figure 1. Workflowchart for the pGM model and the MPI
communications applied within the pGM model. The yellow blocks
indicate the operation completed within a single thread, while the
green blocks represent operations performed locally in each thread.
The induced dipole evaluation involves proposing an initial guess,
followed by self-iteration, which includes calculating the dipole−
dipole interactions and updating the induced dipole.

Figure 2. In the pGM model, the field calculation can be divided into
three parts: the direct part, the reciprocal part and the self-correction
part. The direct and self-correction parts use atom-based decom-
position in MPI, while the reciprocal part is based on the spatial
decomposition where in SANDER, we used slab decomposition.
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was enabled. Each thread is responsible for a slab or block,
which is a natural fit for the grid mesh method. Notably, when
building the slabs or blocks, we did not enable local
communications, which is commonly used. Instead, we
adopted a strategy where each slab or block slightly overlaps
with its neighbors. This approach avoids the need for
communication to obtain the information about charges and
dipoles that can be extrapolated to the current slab/block but
are located in neighboring slabs/blocks. This strategy trades
some memory for time, and since only a small extension of the
slab/block is required, it generally does not cause memory
issues.
Communication complexities were further compounded by

the different partitioning strategies used for direct and
reciprocal interactions. Since the solver for the self-iteration
is not distributed, it is necessary to communicate the field or
the dipole−dipole interaction to the solver. As mentioned
earlier, we avoid local communications between slabs by
extending the slab, with each slab having an overlapping atom
list. These overlapping atom lists in the reciprocal part made it
challenging to efficiently package atom-based information. A
streamlined approach involved consolidating this data into a
global atom list and employing MPI_ALLREDUCE with
MPI_SUM to manage the data more efficiently, thus reducing
the complexity of data handling across all parallel threads. It is
also worth noting that in PMEMD, we used an asynchronous
peer-to-peer communication scheme that has the potential to
notably reduce the communication overhead, especially when
“local peek” is used for preconditioning in the induced dipole
iterations that require only short-range (4−5 Å) direct sums.
2.2. Simulation Details. This study involved an extensive

set of simulations using the pGM water model. All simulations
were performed on a high-performance computing system
equipped with four Intel Xeon Gold 6230 processors operating
at a base frequency of 2.10 GHz. Each physical processor
contains 20 cores with Intel Hyper-Threading Technology
enabled, resulting in a total of 160 logical processors (40 per
physical CPU). The system features 28160 KB (27.5 MB) of
cache per CPU and supports advanced vector operations
through AVX, AVX2, and AVX-512 instruction sets.
Our standard test system comprised 512 water molecules in

a truncated-octahedral box with a dimension of 27 Å. To assess
the scaling ability of the pGM model, we also included systems
of varying sizes: 512, 1024, 2048, and 4096 water molecules.
These systems were constructed using the PACKMOL
package40 and the tLEaP program from the AMBER 24
package.41

Simulations were performed using the AMBER 24 package,
utilizing both the SANDER module from AMBERTOOLS22

and the PMEMD engine from AMBER 24.41 For MPI setups,
SANDER and PMEMD were compiled with OPENMPI
version 3.1.6,42 which was itself compiled using GCC version
11.3.0. For our standard 512 water system, the default setup
employed 4 threads for MPI execution. To measure simulation
efficiency, we conducted ten repetitions of 10 ps simulations
on a dedicated quiet compute node, with all print outputs
suppressed. The average time from these ten runs was
recorded. To evaluate the performance of the pGM water
model under various simulation ensembles, we collected 1 ns
trajectories with outputs recorded every 1 ps.
The equations of motion were integrated using the

leapfrog43 algorithm with a time step of 1 fs. Water molecule
geometry was constrained using the SHAKE44 algorithm with a

tolerance of 10−6. Electrostatic energy calculations were
performed using the PME method for the pGM force field,11

with a skin thickness of 2 Å for NVE and NVT simulations and
1 Å for NPT simulations. A cutoff of 9.0 Å was applied to limit
the direct space sum, and van der Waals interactions were
truncated at the same distance.
Analysis was performed using CPPTRAJ from the AMBER

package, along with the Python SCIPY45 and NUMPY46

packages. Thermodynamic properties, including isothermal
and isobaric heat capacity, and isothermal compressibility,
were calculated following the definitions from our previous
publication on the POL3 water model.47 The self-diffusion
coefficient was obtained from the velocity autocorrelation
function.48

3. RESULTS AND DISCUSSION
3.1. Scaling of pGM Model with Different Box Sizes of

Water. First, we evaluated the scalability of the pGM model
using various box sizes containing different numbers of pure
water molecules. Specifically, we selected systems with 512,
1024, 2048, and 4096 water molecules in truncated octahedral
periodic boxes, corresponding to box lengths of approximately
27, 35, 43, and 53 Å, respectively. This selection enabled a
comprehensive analysis of the pGM model’s scalability across a
broad range of system sizes.
Figure 3 illustrates the scaling performance of SANDER.

That of PMEMD is provided in the Supporting Information

(Figures S1 and S2). In this figure, the scaling efficiency is
defined as the speed-up over the serial code. Figure S3 also
shows the simulation speed, of both SANDER and PMEMD as
measured by steps/second. As is typical, larger systems
generally reach maximum efficiency with a higher number of
computing threads, indicating that the optimal number of
cores required for efficient scaling increases proportionally with
the system and box size. This trend suggests that as the system
size grows, leveraging more computational resources becomes
necessary to maintain optimal performance and efficiency. For

Figure 3. Scalability of the pGM MPI model for the water model
across different system sizes with SANDER. In the figure, all
simulations are conducted under the NVE ensemble, with each
simulated for 10 ps. The efficiency is calculated as the time taken
divided by the time taken for the serial code simulation.
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comparison, detailed scaling performance data for both
SANDER and PMEMD implementations is provided in the
Supporting Information (Figure S3).
We would like to note that because polarizable force field

simulations often require induced dipole iterations, we
optimized the simulation programs such that the most time-
consuming direct sum of the induced dipole calculations is
performed using saved arrays, significantly reducing the
computational demand. The direct sum part, which often has
much better parallel scaling efficiency than the reciprocal part,
no longer consumes the dominant portion of the simulation
time. As a consequence, although such optimization notably
improves the overall computational efficiency, the scaling data
can have notably reduced parallel efficiency because relatively
larger portion of the computer time is spent on comparatively
less parallel parts.
Furthermore, Figure 4 presents a comparative analysis of the

scaling performance between the pGM water model and the

TIP3P water model using MPI. For this comparison, the 4096-
water system was simulated. The figure compares the efficiency
profiles of both the pGM and the nonpolarizable point-charge
TIP3P water models. The results reveal that the pGM water
model exhibits slightly better scaling behavior than the TIP3P
water model. Additionally, since the pGM water model
requires more time for simulation, its efficiency at different
CPU counts is slightly higher than that of the TIP3P model.
This is expected, as a more complex model may achieve better
speedup. Given that significant proportion of the computation
effort is spent on mutual induction calculations, these findings
suggest that the pGM water model does not introduce a
significant communication burden in the induced induction
calculations compared to nonpolarizable models.
3.2. Stability of MPI Implementation of pGM. The

second part of our study focuses on evaluating the stability of
the MPI code in maintaining energy conservation during long
NVE simulations. We compared the performance of the serial
code with that of the MPI code by conducting NVE
simulations and analyzing their energy conservation properties.
As illustrated in Figure 5, serial and MPI SANDER programs

demonstrate similar energy conservation behavior, indicating

that the MPI implementation maintains the correct energy
functional throughout the simulation. This is a crucial
validation, ensuring that the parallelization does not adversely
affect the fundamental physics of the simulation.
However, it is important to note that the MPI code may

exhibit slight differences compared to the serial code due to the
nature of parallel communication. For example, the MPI_ALL-
REDUCE operation can introduce a different order of
operations and different number of operations as compared
to serial program. In addition, as the data are computed locally
in each thread, one needs to gather the data. The gathered data
with addition/multiplication will introduce more operations
compared to the serial code. In short simulations, the effect of
the difference is minute, while in long simulations, the small
difference can accumulate, potentially leading to a large
divergence in trajectories exacerbated by the nonlinear
potential energy function.
Our test shows that for a 1 ns simulation, these accumulated

deviations remain negligible and do not compromise the
conservation of energy. This demonstrates that the MPI code
is robust and reliable for long time simulations for the pGM
model, ensuring that energy conservation is preserved over
significant time scales.
3.3. Ewald Parameters and MPI Version Multiorder

Extrapolation Parameters. Throughout the development,
we conducted extensive tests to evaluate the computational
time required for different components of the pGM energy
term evaluations. Specifically, we tracked the distribution of
computational time across field calculations for a system with
512 water molecules, highlighting that the PME method, the
primary component of the reciprocal calculation, consumes a
significant portion of the computational time. Thus, minimiz-
ing the PME time can substantially reduce the overall
simulation time.
To achieve optimal energy conservation and efficiently

distribute dipoles onto the grid, we employed a high-order B-
spline function in PME along with a large nfft value, generating
a fine grid in reciprocal space. While this setup enhances
accuracy, it also increases computational time. However, such
high precision is not always necessary in practical simulations.
In this study, we systematically tested a range of B-spline

function orders and various nfft values. These tests were
conducted under NVE conditions to ensure energy con-
servation. The results confirmed that the selected B-spline

Figure 4. Efficiency of the pGM water model utilizing SANDER
compared to the point-charge nonpolarizable TIP3P water model.

Figure 5. pGM simulation of 512 water model of 1 ns under NVE
ensemble, the MPI and serial results are compared. Identical
parameters were used in both simulations. Although there is small
difference, both codes achieve energy conservation and thus proves
the pGM MPI is stable and robust. The energy drift values for the are
1.13 × 10−4 kcal/mol ps mol in the MPI simulation and 9.33 × 10−5

kcal/mol ps in the serial simulation.
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order and grid spacing are adequate for simulations. The
outcomes, including energy drift values, are presented in
Figures 6 and 7, while the simulation time data is provided in
Tables 1 and 2.

As shown in Figures 6 and 7, we tested grid sizes ranging
from 20 × 20 × 20 to 50 × 50 × 50 for the 512-water box (27
× 27 × 27 Å3) with a B-spline order of 6. We also tested B-
spline function orders from 4 to 8 with a grid size of 30 × 30 ×
30. These figures indicate that with a grid size of 30 × 30 × 30

and a B-spline order of 5, energy conservation is well satisfied,
and the total energy drifted at a rate of −5.05 × 10−4 kcal/
mol/ps. The grid density along one direction is 30/27,
approximately 1.11 grid/Å. However, when B-spline was set of
fourth order or grid density was lower than 1 grid/Å, the
system total energy exhibited appreciable drift.
Tables 1 and 2 provide the CPU times for 10 ps simulations

with these different settings, averaged over ten trials. Generally,
lower grid density and lower B-spline order help reduce
simulation time. As shown in Table 1, reducing grid size
significantly decreases simulation time, particularly for FFT-
related operations (backward FFT, convolution, forward FFT,
scalar sum). Changes in B-spline order impact the time more
significantly by reducing the time required for Fill B-spline
coefficients, Fill charge/dipole grid, and scalar sum.
Notably, although energy drift at an order of 4 is not

excessive, an order of 5 is required for accurate virial
calculations in NPT simulations. Compared to our previous
settings (B-spline order 8 with a 50 × 50 × 50 grid), our new
standard (order 5 with a 30 × 30 × 30 grid) reduced the
simulation time from 2064.33 to 1484.54 s, achieving
approximately a 28% speedup while maintaining energy
conservation.
In our previous work,30 we introduced innovative methods

for induction calculations, specifically the preconditioned
conjugate gradient with local iterations (LIPCG) and multi-
order extrapolation (MOE). These methods leverage pre-
viously computed induced dipoles to form new initial guesses,
enhancing the efficiency of convergence. The LIPCG method
excels at reducing the number of iterations and quickly finding
the true solution when coupled with MOE, which effectively
extrapolates historical information.
During the MPI development, LIPCG necessitates addi-

tional communications, as detailed in the Methods section.
Consequently, different parameter settings for MOE may
significantly impact computational speed. Here, we present our
analysis of various combinations of MOE parameters using
MPI in Table 3. We tested the NVE simulation using 4 and 16
CPU cores (for 512 water system and 4096 water systems
respectively), and both cases showed results very similar to the
serial code. In all scenarios, the first order with five previous
steps, the second order with 2 to 4 previous steps, and the
third order with 2 steps performed best. Among these, the

Figure 6. Energy drift with grid densities in pGM simulations of 512-
water box of 1 ns under NVE ensemble. The label shows the density
of the grid along one direction. The energy drift values are −4.65 ×
10−3, −5.05 × 10−4, 8.00 × 10−6, −9.00 × 10−6 kcal/mol ps for grid
densities of 0.74, 1.11, 1.48, and 1.85 (per Å), respectively.

Figure 7. Energy drift with different B-spline orders in pGM
simulations of 512 water model of 1 ns under NVE ensemble. The
energy drift values are −6.03 × 10−3, 3.39 × 10−4, −9.61 × 10−5, 6.93
× 10−4, 4.23 × 10−5 kcal/mol ps for B-spline orders of 4, 5, 6, 7, and
8, respectively.

Table 1. Simulation Times for the 512-Water Box with
Different Grid Sizes with 5th-Order B-Spline

grid size time (s)

20×20×20 1465
30×30×30 1485
40×40×40 1574
50×50×50 1650

Table 2. Simulation Times for the 512-Water Box with
Different B-Spline Orders and 30 × 30 × 30 Grid

B-spline order time (s)

4 1395
5 1485
6 1605
7 1767
8 1948

Table 3. Simulation Times (In Seconds) for the pGM Model
with Various Multi-Order Extrapolation Settingsa

step order = 1 order = 2 order = 3

512-water box with 4 threads
2 2073 1797 1405
3 1890 1358 1520
4 1911 1362 1535
5 1799 1405 1558
6 1836 1450 1567

4096-water box with 16 threads
2 5020 4892 4635
3 4407 4673 4925
4 4533 4766 3921
5 4253 4770 4146
6 4974 4961 4443

aThe labels order = 1,2,3 represent the order of extrapolation, while
the label Step indicates the number of steps used for the extrapolation.
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third order with 2 history steps consistently yielded one of the
best results across all test cases, consistent with our previous
finding on the serial code.30 This is expected as the
communication time taken for MOE is minimal compared to
the overall computation time even if the extra communication
is needed.
3.4. Performance of pGM Model in Simulations

Coupled to Thermal Bathes. The pGM model has
demonstrated robust performance for NVE simulations, as
shown in our previous work30 and earlier sections. However, in
practical simulations, NVE ensemble is rarely used and NPT
and NVT are often used instead. Thus, we would like to
evaluate the performance in simulations in which the system is
coupled to thermal baths. Here, we present our findings on the
pGM model’s performance for commonly used ensembles:
NVT (constant number, volume, and temperature) and NPT
(constant number, pressure, and temperature), using identical
simulation conditions to those ensuring energy conservation in
previous sections.
We conducted a series of simulations using the pGM model

under NVT and NPT ensembles to evaluate its stability and
accuracy in simulating thermodynamic properties. These
simulations were designed to test the model’s ability to
correctly represent physical behaviors such as temperature and
density fluctuations, as well as its capability to maintain
equilibrium states. We selected the TIP3P water model for
comparison to demonstrate that the pGM water model can
produce property statistics similar to those of nonpolarizable
models.
3.4.1. NVT Simulations. We tested the pGM model under

the NVT ensemble with both Langevin49 and Berendsen50

thermostats. Figure 8 shows the temperature distribution for

the Langevin thermostat, while the distribution for the
Berendsen thermostat is available in Supporting Information
Figure S4. As the Berendsen bath is a weak coupling scheme,
its temperature distribution is narrower than that of the
Langevin thermostat. Both distributions are comparable to
TIP3P’s distributions under the same simulation setups.
The potential energy distribution under the Langevin

thermostat, which significantly contributes to thermodynamic
properties, is detailed in Figure 9. The distributions for the
Berendsen thermostat can be found in Figure S5. The pGM
model’s relative potential energy distribution has a slightly
larger variance, leading to a different isothermal heat capacity.

As shown in the NPT simulations below, the pGM model’s
larger heat capacity is in better agreement with experimental
values.
Figure 10 compares the velocity correlation function (VCF)

of the pGM model against that of the TIP3P model. The VCFs

of both models quickly decay to values around 0 with similar
correlation times. The self-diffusion coefficients obtained from
the VCFs are 2.42 × 10−5 cm2/s and 5.39 × 10−5 cm2/s for the
pGM and TIP3P models, respectively. Compared to the
experimental value 2.28 × 10−5 cm2/s, the pGM model value is
very close and the TIP3P value is about twice as much due to
the well-documented shallow energy well of the TIP3P model.
3.4.2. NPT Simulations. We tested the pGM model under

the NPT ensemble using Berendsen and Langevin thermostats
for temperature control and Berendsen and Monte Carlo
barostats for pressure control. As the temperature and
potential distributions are not significantly influenced by the
barostat, they follow the same pattern observed under NVT
conditions. Our primary focus here is on pressure-related
properties, specifically the density distributions.
Figure 11 highlights the density distributions of pGM and

TIP3P models under the Monte Carlo barostat. The
distributions for the Berendsen barostat can be found in
Figure S6. The standard deviations between the two water
models are quite similar, indicating that the pGM model

Figure 8. Histograms of temperature distributions of pGM and
TIP3P models at 300 K with the Langevin thermostat under NVT.
The mean and standard deviation are 300.11 and 7.66 for the pGM
model, and 299.49 and 7.66 for the TIP3P model, respectively.

Figure 9. Histograms of relative potential energy distributions of
pGM and TIP3P models at 300 K with the Langevin thermostat
under NVT. The potential energy is relative to the mean value so that
both distributions are centered at 0 kcal/mol. The standard deviations
are 38.96 for the pGM water and 32.34 for the TIP3P water,
respectively.

Figure 10. Comparison of the velocity correlation functions of pGM
and TIP3P models.
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behaves similarly to the TIP3P model in NPT simulations. The
pGM model’s density of 1.006 g/cm3 is closer to the
experimental value of 0.997 g/cm3 at 300 K than that of
TIP3P water (0.977 g/cm3). Interestingly, the pGM model’s
isothermal compressibility (related to volume fluctuation) of
50.61 × 10−6/bar agrees better with the experimental value of
44.94 × 10−6/bar than that of TIP3P water (58.50 × 10−6/
bar). Finally, the pGM model’s energy fluctuation-related heat
capacity of 18.20 cal/(mol K) also agrees well with the
experimental value of 17.99 cal/(mol K), compared to 13.81
cal/(mol K) for the TIP3P model. More detailed comparisons
with experimental data, along with temperature-dependent
properties, will be reported in our other work on optimization
of the rigid three-point pGM water model (manuscript in
preparation).
3.5. Relaxed Convergence Tolerance and Larger

Timestep in NVT and NPT Simulations. 3.5.1. Impact of
Convergence Tolerance. The accuracy and efficiency of
molecular dynamics simulations involving polarizable force
fields are significantly influenced by the convergence tolerance
used in iterative induction calculations. In NVE simulations,
strict convergence is essential to maintain energy conservation,
as even minor deviations in induced dipole calculations can
result in substantial drift in total energy. However, for NVT or
NPT simulations, where the system is coupled to external
temperature baths, exact energy conservation becomes less
critical. Consequently, the convergence tolerance for induction
calculations can be relaxed without introducing substantial
artifacts into the simulation results.
Table 4 presents averages and standard deviations of key

simulation properties, including potential energy, temperature,
density, and volume, for various convergence tolerances in the

induction calculation. NPT simulations with the Langevin
thermostat and the Monte Carlo barostat were conducted for
illustrations. The results demonstrate that even with a loose
convergence tolerance�one that would severely compromise
energy conservation in NVE simulations�the average
potential energy and temperature, along with their fluctuations,
remain well within acceptable ranges when the temperature is
regulated. This suggests that external coupling to temperature
baths effectively mitigates the impact of less stringent
convergence criteria. Furthermore, different tolerances yield
highly similar average densities and volumes, as well as their
fluctuations. The consistency across the tested convergence
levels confirms that, while tight convergence is necessary for
energy-conserving ensembles, relaxed tolerances (e.g., 10−3 and
10−2) can be employed in simulations coupled with thermal
baths without significantly affecting key thermodynamic
properties.
The significance of these findings is self-evident. The dipole

convergence process can be computationally expensive,
particularly in large, polarizable systems. By allowing relaxed
convergence criteria in simulations coupled with thermal baths,
we can reduce computational overhead while maintaining
accurate results. This approach represents a practical
optimization, balancing computational efficiency with scientific
accuracy, particularly in long-time scale simulations where
induction calculations might otherwise become a performance
bottleneck.
3.5.2. Impact of Timestep. The design of our rigid pGM

water model presents an opportunity to explore the widely
used longer integration time step of 2 fs, particularly in
simulations coupled to thermostats. This strategy effectively
doubles the temporal reach of simulations, offering a practical
method to extend simulation duration without incurring
excessive computational overhead.
However, the use of larger timesteps introduces significant

challenges, especially for simulations utilizing polarizable force
fields. These force fields are particularly sensitive to time step
size due to their dependence on accurate calculations of
induced dipoles. Larger timesteps may lead to simulation
instability, as rapid changes occur in the molecular electrostatic
environment. Consequently, longer timesteps are rarely used in
NVE simulations.
Our previous research introduced an extrapolation scheme

to predict initial induced dipoles based on information from
prior timesteps, assuming that past configurations provide
useful insights for initializing future states. However, increasing
the time step may undermine this assumption. With a larger
time step, molecular conformations undergo more significant
changes between successive steps, potentially rendering
previous configurations less relevant for predicting current

Figure 11. Comparison of the density distributions of pGM and
TIP3P models at 300 K with Langevin thermostat and Monte Carlo
barostat under NPT. Mean values are 1.006 g/cm3 and 0.977 g/cm3

for pGM and TIP3P waters, respectively. The variances are 0.012 for
both water models.

Table 4. Means and Standard Deviations of Potential Energy (PE), Temperature (Temp), Density, and Volume in NPT
Simulations with Different Convergence Tolerances (τ) for the Induced Dipole Iterationa

model PE temp density volume D

τ = 10−2 −504668.32(40.49) 299.76(7.72) 1.008(0.012) 15197(174) 2.59(0.58)
τ = 10−3 −504666.13(40.02) 299.96(7.58) 1.008(0.012) 15203(176) 2.57(0.28)
τ = 10−4 −504666.44(40.14) 299.94(7.64) 1.006(0.012) 15232(179) 2.42(0.19)

aThree production simulations of 1 ns each were collected with different random seeds with the Langevin thermostat and the Monte Carlo
barostat. Additionally, the table includes the self-diffusion coefficient (D) averaged from five different short NVT simulations also in the Langevin
thermostat. Potential energy is reported in kcal/mol, temperature in Kelvin, density in g/cm3, volume in Angstrom3, and self-diffusion coefficient in
10−5 cm2/s.
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states. This reduction in temporal resolution can lead to
inaccuracies in initializing induced dipoles, further compound-
ing the challenges introduced by the larger time step.
Moreover, the use of the Langevin thermostat further
complicates the initialization of future states due to the
presence of random forces. Indeed, our tests indicate that
utilizing information solely from the immediate previous step
to initialize induced dipoles yields better results.
Given these considerations, a critical question arises

regarding the feasibility of employing larger timesteps within
pGM simulations. The potential implications on stability and
accuracy must be carefully evaluated to determine if the
benefits of increased computational efficiency outweigh the
risks of diminished simulation fidelity. We have compiled
simulation data in Table 5, presenting averages and standard
deviations of key properties such as potential energy,
temperature, density, and volume for NPT simulations.
Simulations were conducted with relaxed induction tolerances
of both 10−3 and 10−2 to evaluate simulation quality. Three
different replicas of production simulations were collected for
each testing condition to ensure robust statistics.
Comparison between Tables 5 and 4 reveals that the average

properties in 2 fs simulations remain close to those of the
corresponding 1 fs simulations, with standard deviations
showing negligible differences between the two sets. As a
reference, an identical comparison was conducted for TIP3P
water, also shown in Table 5. Similar differences due to varying
timesteps can be observed between the two water models. This
suggests that the 2 fs time step can be effectively used with
comparable simulation accuracy to that shown in TIP3P water
simulations, at least for the tested Langevin thermostat.
Table 6 presents simulation times for 10 ps test runs with

both 1 and 2 fs timesteps at different convergence tolerances.

Regardless of convergence tolerance, the use of 2 fs reduces the
simulation time to approximately 55% of that in the
corresponding 1 fs simulation under otherwise identical
conditions. Therefore, the 2 fs time step can be employed to
significantly improve computational efficiency without sub-
stantial sacrifice in accuracy, similar to the widely used TIP3P

water model. This makes it suitable for long-time scale
simulations where performance is critical.

4. CONCLUSION

This report documents our efforts to enhance the computa-
tional efficiency of pGM force field simulations using the MPI
framework within the AMBER framework. Our comprehensive
analysis demonstrates the model’s performance under various
simulation conditions, offering insights for molecular dynamics
applications.
We evaluated the pGM model’s scalability across different

system sizes within the AMBER framework. Our analysis
demonstrates reasonable parallel scaling for systems of
increasing size, with larger systems benefiting from higher
computational thread counts. The MPI-parallelized pGM
model maintained accuracy and stability during extended
simulations, while our systematic testing of Ewald and MOE
parameters allowed for optimization of computational perform-
ance.
Our analysis extended to the pGM model’s performance

under NVT and NPT ensembles, demonstrating reliable
temperature and pressure control with behavior comparable
to the established TIP3P model. We also explored
optimization strategies, including the implementation of a
relaxed convergence criterion for induction calculations. This
approach significantly reduced computational demands with-
out compromising simulation accuracy, striking a crucial
balance between efficiency and precision.
Furthermore, our investigation into time step variations

yielded important insights. Notably, a 2 fs time step
significantly improves computational efficiency while main-
taining energy distribution stability and accuracy comparable
to the 1 fs time step. This finding suggests that the 2 fs time
step can be effectively utilized in pGM force field simulations,
offering enhanced efficiency without compromising result
reliability, particularly for long-time scale simulations.
In conclusion, our work demonstrates the pGM model’s

capability to handle molecular dynamics simulations with
accuracy and stability within the AMBER framework. The
model’s adaptability to various simulation conditions, coupled
with its optimized performance, provides a useful tool for
researchers in the field. Future work will focus on GPU
implementation, further optimizations, and exploring addi-
tional applications to expand its utility in computational
chemistry and related disciplines.

Table 5. Means and Standard Deviations of Potential Energy (PE), Temperature (Temp), Density, and Volume in NPT
Simulations with Different Time Steps (Δt)a

model Δt (fs) PE temp density volume D

pGM/τ = 10−2 2 −504658.88(40.19) 299.48(7.65) 1.007(0.012) 15209(174) 2.29(0.29)
pGM/τ = 10−3 2 −504655.09(39.88) 300.11(7.63) 1.007(0.011) 15215(172) 2.76(0.17)
TIP3P 1 −4858.26(34.40) 299.78(7.67) 0.977(0.012) 15681(195) 5.39(0.75)
TIP3P 2 −4848.01(34.69) 300.18(7.62) 0.977(0.012) 15688(200) 4.82(0.83)

aSimulations were conducted for both pGM and TIP3P water models. τ is the induced dipole iteration tolerance. Each production simulation is 1
ns in length repeated three times with different random seeds with the Langevin thermal bath and Monte Carlo barostat. Additionally, the table
includes the self-diffusion coefficient (D) averaged from five different short NVT simulations. The units of data reported are as follows: potential
energy is in kcal/mol, temperature in Kelvin, density in g/cm3, volume in Angstrom3, and self-diffusion coefficient in 10−5 cm2/s.

Table 6. Times for 10 ps NPT Simulation with Langevin
Thermostat and Monte Carlo Barostata

Δt (fs) τ = 10−2 τ = 10−3 τ = 10−4

1 258 278 309
2 141 152 172

aData were collected with SANDER.MPI with 8 CPU threads on a
quiet compute node. τ is the induced dipole iteration tolerance. The
simulation times are reported in seconds.
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■ APPENDIX

Simulation Protocols for pGM Simulations under NVT and
NPT
To achieve optimal thermodynamic behavior while maintain-
ing computational efficiency, the selection of an appropriate
thermostat and barostat is crucial. Here, we outline the process
for optimizing the pGM water model through extensive testing.
Thermostat Selection. The Berendsen thermostat, charac-

terized by its weak coupling scheme, can lead to variances that
deviate from true thermodynamic properties. In contrast,
Langevin thermostat offers a more accurate variance in both
temperature and potential energy distributions, though it is
computationally slower. This is because initialization of dipoles
during the induction calculation cannot fully utilize the noisy
history information. The coupling parameter in the Berendsen
thermostat provides an intuitive means of adjusting the
coupling behavior. Detailed comparisons of these effects are
presented in Table A1, which shows standard deviations in

both temperature and potential energy for different parame-
ters. Table A1 shows that the Berendsen thermostat under-
estimates the fluctuations of temperature and potential energy
while using a larger control parameter may help. Nevertheless,
the simulation times are in general shorter than the simulations
with the Langevin thermostat.
Barostat Selection. Our analysis of the pGM simulations

suggests that the Berendsen weak coupling scheme may
produce inaccurate thermodynamic properties. Alternatively,
the Monte Carlo barostat avoiding the time-consuming
calculations of the virial terms by switching between states,
offers a potentially more accurate approach in simulating
thermodynamic properties. The detailed analysis of the
barostat’s performance is provided in Table A2. Our analysis
shows again that the fluctuation of density with the Berendsen
barostat is smaller and may be improved by using a larger
control parameter.
Based on our tests, we recommend the following protocol

for simulations using pure water as an example. For
thermodynamic properties under the NVT ensemble, start
with the Langevin thermostat set to a collision frequency of 5.0
ps−1 for heating over 200 ps, during which the system will
gradually reach the target temperature. Following this,
equilibrate with the Langevin thermostat at the same collision
frequency for 400 ps. The restart file obtained at this stage is
then used for production simulations. During production
simulations, begin each run from the same restart file, applying

a different random seed for the initial velocities. Re-equilibrate
using a Langevin thermostat with a collision frequency of 1.0
ps−1 for 400 ps, followed by production simulations lasting
400−500 ps. Repeat this process at least 10 times to ensure
statistical accuracy.
For thermodynamic properties under the NPT ensemble,

start with the NVT restart file and use the Langevin thermostat
with a collision frequency of 5.0 ps−1 and the Berendsen
barostat with a taup of 1 ps for initial equilibration over 500 ps.
This step ensures that the system pressure is quickly
equilibrated. During production simulations, start each run
from the same restart file, again using a different random seed
for initial velocities. Re-equilibrate using the Langevin
thermostat with a collision frequency of 1.0 ps−1 and apply
the Monte Carlo barostat with state changes attempted every
25 steps. Re-equilibrate for 500 ps, then perform production
simulations for 400−500 ps, repeating the process 10 times.
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Table A1. Effect of Thermostat Control Parameters on the
Fluctuations of Temperature and Potential Energiesa

thermostat control parameter σtemp σPE time

Berendsen thermostat: tautp (ps)
1.5 7.06 29.39 930
2.5 7.39 32.86 926
5.0 8.14 42.73 923
Langevin thermostat: gamma_ln (1/ps)

1 7.66 38.33 1046
5 7.77 38.23 1059
10 7.70 38.71 1119

aTemperature (temp) unit is in Kevin and the potential energy (PE)
unit is in kcal/mol. The simulation times were collected with
SANDER.MPI with 4 CPU threads on a quiet compute node. The
simulation times are reported in seconds.

Table A2. Effect of Barostat Control Parameters on the
Fluctuation of Densitya

Barostat control parameter density time

Berendsen barostat: taup
1.0 0.006 887
2.5 0.007 888
5.0 0.009 907

Monte Carlo barostat: mcbarint
25 0.011 785
50 0.011 782
100 0.012 756

aDensity is in the unit of g/cm3. The simulation times were collected
with SANDER.MPI with 4 CPU threads on a quiet compute node.
The simulation times are reported in seconds.
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